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Abstract—With the increasing adoption of anonymization net-
works such as Tor, accurately distinguishing Tor traffic from
conventional Internet traffic has become a critical requirement. In
this paper, we present a fully controlled framework for generating
realistic Tor and Non-Tor traffic datasets to evaluate encrypted
traffic detection schemes. The framework combines a Debian
workstation, a Whonix gateway, and a noise-free AWS web server
with Selenium-based automation to reproduce identical activities
over both Tor and direct Internet connections. Using the proposed
framework, we generate an up-to-date dataset that covers six
application classes: web browsing, video streaming, file transfer,
instant messaging, voice over IP, and video conferencing. We
then evaluate six Tor traffic detection models: Decision Tree,
Random Forest, XGBoost, MLP, CNN, and RNN. Experimental
results show that traditional tree-based models, especially Ran-
dom Forest and XGBoost, consistently outperform deep learning
approaches, achieving high accuracy in distinguishing Tor from
Non-Tor flows across diverse traffic types.

Index Terms—Tor Traffic Detection, Machine Learning,
Dataset, Privacy

I. INTRODUCTION

The rapid growth of encrypted communication has improved
user privacy but has also created challenges for network moni-
toring, cybersecurity, and digital forensics. Among anonymity
technologies, the Tor network [1] has gained significant pop-
ularity due to its ability to conceal user identity and traffic
origins. While Tor plays a legitimate role in ensuring user
privacy, it can also be exploited for illicit purposes such as cy-
bercrime, command-and-control communication, and darknet
marketplace access. Consequently, accurately distinguishing
Tor traffic from regular Internet traffic is a critical task in
modern network security systems. Over the past years, a series
of Tor traffic detection schemes have been proposed [2]–[4].

Most of the existing Tor traffic detection schemes use either
ISCXTor2016 [2] or CIC-Darknet2020 [5] as the dataset to
evaluate their performance. However, an up-to-date realistic
dataset for Tor detection is needed to successfully validate
the effectiveness of existing and future schemes. The first
reason for this necessity is that both ISCXTor2016 and CIC-
Darknet2020 are beginning to show their age. Note that CIC-
Darknet2020 includes two sub-datasets: one for Tor detection
and the other for VPN detection. The Tor detection component
of CIC-Darknet2020 is exactly the same as ISCXTor2016,

which was generated 10 years ago. Over the past decade,
a number of novel applications have appeared, and network
protocols have evolved accordingly. For example, the protocol
QUIC has been widely adopted as a transport-layer protocol.
As a result, the network characteristics of Tor and Non-Tor
traffic on the Internet have significantly changed.

Furthermore, the Tor and Non-Tor traffic in these two
datasets are not precisely comparable. For example, in the
case of web browsing, the captured Tor traffic corresponds
to a series of webpage accesses, while the captured Non-Tor
traffic corresponds to a different series. Since the Tor data is
inherently different from the Non-Tor data in this case (e.g.,
one webpage may be much larger than another in terms of
file size), it is possible that a detection scheme leverages this
data difference, instead of characteristics of the Tor network,
to identify Tor traffic. A dataset with comparable Tor and Non-
Tor traffic will eliminate this problem.

In this paper, we present a fully controlled framework for
Tor traffic dataset generation and an in-depth analysis of the
performance of machine learning-based detection schemes.
Specifically, with the proposed framework, several important
measures are adopted to guarantee the quality of the generated
datasets. The first measure is that Selenium [6] is used to
automate web browsing, video streaming, and file transfer in
order to produce completely comparable data. In detail, with
Selenium, we first generate a series of data transfer events for
Tor traffic, such as a sequence of webpage accesses in the case
of web browsing. Then, the same series of events are repeated
for Non-Tor traffic. In this manner, the data for Tor traffic is
precisely the same as that for Non-Tor traffic.

In addition, a noise-free server is configured to exhibit the
inherent difference between Tor traffic and Non-Tor traffic.
We notice that many applications tend to generate a large
amount of “noise” traffic. For example, when we watch a video
clip on YouTube, not only the packets for the clip but also
the data for advertisements, sidebar recommended videos, and
pre-loaded next videos will be received. Note that the extra
data often varies each time the same video clip is watched,
generating noticeable “noise” traffic, which could hurt the
training of Tor traffic detection schemes. In our research, a
customized noise-free server that provides only the intended
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traffic is configured. With this customized server, we are able
to evaluate the performance of Tor traffic detection schemes
in both noisy and noise-free environments.

The remainder of this paper is organized as follows. In
Section II, we explain the framework that can be used to
generate realistic Tor traffic datasets. In Section III, we analyze
the performance of a series of machine learning-based and
deep learning-based Tor traffic detection schemes. Finally, the
paper closes with our conclusions in Section IV.

II. REALISTIC TOR DATASET GENERATION

In this section, we present the details of the fully controlled
framework that can be used to generate realistic Tor traffic
datasets. In our research, the framework was used to produce
an up-to-date realistic Tor traffic dataset [7].

A. Framework Architecture

Fig. 1 illustrates the architecture of the framework designed
for controlled Tor and Non-Tor traffic generation. Note that
two virtual machines, a Debian Workstation and a Whonix
Gateway, were configured using Oracle VirtualBox.

The Debian Workstation serves as the primary client ma-
chine for all traffic generation activities (e.g., web browsing,
video streaming, file transfers). It is configured with the fol-
lowing two virtual network interface cards (NICs) to separate
Tor and Non-Tor traffic paths. Tor and Non-Tor traffic are
captured on NIC 2 and NIC 1 respectively.

• NIC 1 (Non-Tor Connection): This interface provides
a direct connection to the Internet, allowing the De-
bian Workstation to generate Non-Tor traffic without
any proxy or relay involvement. All packets transmitted
through NIC 1 follow a standard TCP/IP route to the
external Internet.

• NIC 2 (Tor Connection): This interface connects the
Debian Workstation to the Whonix Gateway, which func-
tions as a dedicated Tor proxy router. All packets passing
through NIC 2 are forwarded to the Whonix Gateway and
then routed through the Tor network before reaching their
Internet destination.

The Whonix Gateway is responsible for establishing and
maintaining the Tor circuit, ensuring that all traffic from NIC
2 is anonymized and tunneled through the Tor network. This
design guarantees a clear separation between Tor and Non-
Tor traffic, enabling accurate, noise-free data capture and fair
comparison between the two traffic types.

By utilizing this dual-NIC virtualized environment, the
system ensures reproducibility, controllability, and isolation of
both Tor and Non-Tor sessions, which is critical for dataset
collection and subsequent machine learning-based classifica-
tion.

B. UDP Traffic Blocking

Currently, the Tor network can only transmit data using TCP.
As a result, if UDP is used in the Non-Tor scenario, the Tor
and Non-Tor scenarios would not be comparable. For fair com-
parison purposes, UDP is disabled on the Debian Workstation

NIC 1

Whonix Gateway TOR Network

Internet

NIC 2

Virtual Box

Debian Workstation

Fig. 1. Framework Architecture

in our research. Technically, when UDP is not available on the
client machine, applications such as YouTube and Microsoft
Teams automatically switch to TCP. Consequently, both Tor
and Non-Tor traffic will be based on the same transport-layer
protocol.

C. Traffic Generation

To generate a realistic and diverse dataset, we considered
six types of network traffic that represent common Internet
usage: web browsing, video streaming, file transfer, instant
messaging, voice over IP, and video conferencing. Each traffic
scenario was executed twice: once using the Tor network and
once via direct Internet connectivity. All packet captures were
recorded using Wireshark [8]. In this section, we describe the
generation of the considered network traffic in detail.

1) Web Browsing: Web browsing traffic was generated using
Selenium WebDriver to automate user-like interactions. Two
types of browsing were performed:

• Noise-free Server Pages: Dynamically generated web
pages with sizes randomly chosen between 0.5 MB and
5 MB, controlled through URL parameters.

• Wikipedia Pages: Public web pages accessed directly,
where the page size could not be controlled.

Each browsing session lasted one hour and randomly
changed the web pages every 5 to 15 seconds, simulating
realistic browsing behavior. To ensure comparability between
Tor and Non-Tor captures, we maintained a fixed browsing
sequence. Namely, the same sequence of webpages was visited
in both sessions: first using Tor, and then using direct Internet
connectivity. This allows us to analyze the same browsing
pattern across both network conditions.

2) Video Streaming: Video streaming traffic was created
to capture both controlled and real-world streaming behavior.
Two platforms were used:

• Noise-free Server: The configuration of the noise-free
server is presented in the next section. It hosted six
original video clips (10 minutes each at 1080p) that were
transcoded into 240p, 480p, and 1080p resolutions to
represent low, medium, and high quality.

• YouTube: The same video content was uploaded and
streamed directly from YouTube for comparison.

Each one-hour session included automated video playback,
where the viewing duration per clip was randomized be-
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tween 1 and 5 minutes. Playback automation was achieved
using Selenium. Similar to the web browsing scenario, we
maintained a fixed playback sequence to ensure consistency
between Tor and Non-Tor captures. The same set of video clips
was streamed in identical order: first over Tor and then over
direct Internet connectivity. This enablies accurate comparison
between both environments.

3) File Transfer: File transfer traffic was generated using
HTTP downloads from the noise-free server to maintain con-
trolled and repeatable transfers. This approach was selected
because commercial cloud services such as OneDrive, Google
Drive, and Dropbox restrict continuous or sequential down-
loads, which limits the ability to produce consistent traffic
captures. Files of sizes 10 MB, 50 MB, and 100 MB were
generated using random data to simulate realistic content.
Each Selenium-based transfer session lasted one hour, during
which files were downloaded repeatedly with a random gap
of 5–15 seconds between consecutive transfers to mimic real-
world user behavior. To ensure direct comparability between
Tor and Non-Tor captures, a fixed download sequence was
maintained. The same set of files was downloaded in identical
order: first through the Tor network and then via direct Internet
connectivity. This allows a one-to-one comparison of file-
transfer patterns across both environments.

4) Instant Messaging (IM): Instant messaging traffic was
generated using Microsoft Teams to represent real-time text-
based communication. Unlike the previous automated scenar-
ios, messaging activity was performed manually to closely em-
ulate natural user interactions, such as sending and receiving
short messages at irregular intervals.

5) Voice over IP (VoIP): VoIP traffic was generated through
Microsoft Teams audio calls, producing interactive, low-
latency TCP-based communication traffic over both Tor and
Non-Tor connections.

6) Video Conference (VC): A continuous video conference
session was conducted using Microsoft Teams, generating
realistic bidirectional audio-video traffic to represent real-time
communication behavior. In this part, we captured the traffic
for both Tor and Non-Tor connections.

D. Noise-free Server

A noise-free web server was deployed on Amazon Web
Services (AWS) in the us-east-1 region using Terraform for
automated provisioning. The server ran Ubuntu 24.04.3 LTS
within a Virtual Private Cloud (VPC), with network access
limited to ports 22 (SSH), 80 (HTTP), and 443 (HTTPS).
The stack included Apache HTTP Server 2.4.58 and PHP 8.3,
providing a lightweight yet realistic web-hosting environment.

The data for web browsing, video streaming, and file
transfer were generated in the following manner:

1) Web Browsing: A minimal PHP script (clean.php)
generated configurable ASCII pages by varying URL param-
eters, allowing precise control over page sizes while avoiding
dynamic rendering effects.

2) Video Streaming: The /videos directory hosted MP4
files at 240p, 480p, and 1080p resolutions, embedded via

video.php using an HTML5 <video> element to emulate
realistic streaming behavior.

3) File Transfer: Static files (random_10MB.dat
through random_1000MB.dat) were generated using
/dev/urandom to produce binary data and were served
directly through Apache without compression or caching.

This configuration provided a controlled, reproducible, and
noise-free environment for capturing representative Tor and
Non-Tor network traffic.

E. Flow-Based Feature Extraction

In our research, we implemented a flow-based feature ex-
traction script using Scapy [9]. The script processes raw pcap
files and aggregates packets into bidirectional flows defined by
a 5-tuple: Source IP, Destination IP, Source Port, Destination
Port, and Transport Protocol. Each flow is terminated either
after an idle timeout of 120 s or upon observing a TCP
FIN/RST flag, ensuring consistent flow segmentation and
temporal correctness. Once a flow is closed, all computed
statistics are written to a CSV file for further preprocessing and
machine-learning analysis. In total, we extracted 48 statistical
features that characterize the identification, timing, traffic
volume, directional behavior, packet length statistics, inter-
arrival time metrics, and TCP flags of the traffic. The details
of the features are summarized in Table I.

TABLE I
EXTRACTED FLOW-LEVEL FEATURES

Category Feature
Identification SrcIP, DstIP, SrcPort, Dst-

Port, Protocol
Timing Flow Start Time, Flow End

Time, Duration
Traffic Volume Total Packets, Total Bytes,

Packets/s, Bytes/s
Directional Traffic Volume Fwd/Bwd Packets,

Fwd/Bwd Bytes
Packet Length Min, Max, Mean, σ of

Packet Lengths
Directional Packet Length Min, Max, Mean, σ of

Fwd/Bwd Packet Lengths
Inter-Arrival Time (IAT) Min, Max, Mean, σ of IATs
Directional IAT Min, Max, Mean, σ of

Fwd/Bwd IATs
TCP Flags FIN, SYN, RST, PSH,

ACK, URG, ECE, CWR

III. MACHINE LEARNING-BASED TOR TRAFFIC

DETECTION

After generating the realistic Tor dataset, we carried out a
comprehensive analysis to understand whether machine learn-
ing models can classify Tor and Non-Tor traffic successfully.
Specifically, we leveraged six machine learning models to
detect Tor traffic in the dataset. The models adopted in our

2026 International Conference on Computing, Networking and Communications (ICNC): Invited Talks



research include Decision Tree (DT), Random Forest (RF),
XGBoost (XGB), Multilayer Perceptron (MLP), Convolu-
tional Neural Network (CNN), and Recurrent Neural Network
(RNN). The models were trained separately for different
applications (i.e., web browsing, video streaming, file transfer,
instant messaging, voice over IP, and video conferencing) and
their accuracies were compared across sub-categories such as
webpage type, video resolution, and file size. The detailed
experimental results in terms of classification accuracy are
presented as follows.

A. Web Browsing

Fig. 2 includes the classification accuracy results for web
browsing. Specifically, the Wikipedia dataset achieved notably
higher classification accuracy across all models compared
to the noise-free server dataset. For Wikipedia, traditional
models such as Decision Tree (94%), Random Forest (97%),
and XGBoost (93%) demonstrated outstanding performance,
while deep learning models MLP (91%), CNN (90%), and
RNN (90%) also performed strongly. In contrast, for the
noise-free server dataset, accuracies were slightly lower across
all models, with XGBoost (81%) being the best performer,
followed by Random Forest (78%), Decision Tree (78%),
RNN (76%), MLP (75%), and CNN (72%). The reduced
performance is attributed to the uniform and repetitive traffic
patterns generated by the controlled server, which offer fewer
discriminative variations between Tor and Non-Tor flows.

Wikipedia
Noise-free Server
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Fig. 2. Web Browsing

B. Video Streaming

For video streaming, we considered two categories of
datasets: YouTube streaming and noise-free server video
streaming, each analyzed at four resolutions (240p, 480p,
1080p, and random). For all the datasets under investigation,
traditional machine learning algorithms outperformed deep
learning models.

In detail, Fig. 3 includes the classification accuracy results
for video streaming via YouTube. Note that the classification
accuracy remained high across all resolutions. The Decision
Tree, Random Forest, and XGBoost models achieved the best
overall performance at 240p with 92% accuracy. At higher
resolutions (480p–1080p), these models maintained accura-
cies between 86–90%, demonstrating strong generalization
across varying video qualities. Deep learning models such as

RNN (80–87%) and MLP (79–87%) showed moderate perfor-
mance, while CNN consistently achieved the lowest accuracy
(66–69%), indicating its limitations in handling sequential
temporal patterns present in flow-level data.
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Fig. 3. Video Streaming via YouTube

Fig. 4 includes the classification accuracy results for video
streaming via the noise-free server. Overall, a similar pattern
was observed, though the accuracies were slightly lower at
some resolutions due to the uniform and controlled nature
of the traffic. The highest accuracy was obtained at the
random resolution, where Decision Tree (92%), Random
Forest (92%), and XGBoost (91%) demonstrated excellent
classification capability. At specific resolutions such as 480p
and 1080p, accuracies ranged from 84–87% for traditional
models and 72–80% for deep learning models. Again, CNN
showed the weakest performance (67–71%), highlighting that
convolution-based architectures are less effective for sequential
flow data compared to tree-based or recurrent models. Overall,
ensemble-based algorithms (Random Forest and XGBoost)
consistently outperformed all other models across all datasets
and all resolutions.
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Fig. 4. Video Streaming via Noise-free Server

C. File Transfer

Fig. 5 includes the classification accuracy results for file
transfer. In our research, we analyzed four datasets correspond-
ing to four different file sizes: 10 MB, 50 MB, 100 MB, and
a random combination of these sizes. Across all cases, tradi-
tional machine learning models achieved consistently higher
accuracy compared to deep learning approaches, reflecting
their robustness in modeling flow-level statistical features.

Specifically, for the 10 MB file transfer, the highest accu-
racy was achieved by XGBoost (83%), followed closely by
Decision Tree (82%) and Random Forest (82%), while RNN
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(79%) and MLP (80%) showed moderate performance. As the
file size increased to 50 MB, model performance decreased
slightly, with Random Forest (79%) and XGBoost (79%)
maintaining the best accuracy, whereas deep models such as
CNN (61%) and RNN (63%) showed weaker performance.
At the 100 MB file size, traditional models again achieved
the highest accuracy, with Decision Tree, Random Forest,
and XGBoost each reaching 85%. In contrast, deep learning
models such as MLP (77%), CNN (56%), and RNN (73%)
performed significantly lower, suggesting that larger, longer-
duration flows reduce temporal variability and make it harder
for neural models to generalize. The random file transfer
dataset showed stable results, with Decision Tree (87%),
XGBoost (87%), and Random Forest (86%) yielding the best
accuracies.

Overall, XGBoost consistently provided the most reliable
classification across all file sizes, closely followed by Random
Forest and Decision Tree. Deep learning models underper-
formed in this scenario due to the homogeneous nature of
file transfer traffic, which contains fewer temporal fluctuations
compared to interactive applications. These results indicate
that tree-based ensemble models are particularly effective for
identifying Tor vs. Non-Tor traffic during bulk data transfer
activities.
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Fig. 5. File Transfer

D. Instant Messaging, Voice over IP, and Video Conference

Fig. 6 includes the classification accuracy results for instant
messaging (IM), voice over IP (VoIP), and video conference
(VC). Across all three applications, traditional machine learn-
ing models outperformed deep learning architectures, high-
lighting their effectiveness in capturing flow-level statistical
features from interactive network sessions.

Specifically, for instant messaging, the highest accuracy
was achieved by Decision Tree (96%) and XGBoost (96%),
followed closely by Random Forest (95%), while deep models
such as RNN (86%) and MLP (88%) also demonstrated
competitive results. CNN (68%) performed notably lower,
suggesting that spatial convolutional filters are less suited for
short, bursty message exchanges.

In the case of voice over IP, which involves continuous
packet transmission, classification accuracy remained high
with Decision Tree (87%), Random Forest (84%), and XG-
Boost (87%) achieving the best results. RNN (82%) and MLP
(81%) showed moderate accuracy, whereas CNN (77%) again

lagged behind, indicating limited ability to capture temporal
dynamics in voice-based sessions.

For video conference, performance remained strong, with
Random Forest (93%), Decision Tree (90%), and XGBoost
(90%) providing the highest accuracy, while MLP (88%) and
RNN (82%) also performed well. CNN (69%) achieved the
lowest accuracy due to the complex and irregular packet
patterns characteristic of real-time video transmission.

Overall, Decision Tree, Random Forest, and XGBoost mod-
els demonstrated consistently superior performance across all
applications under consideration, confirming the robustness of
tree-based approaches for encrypted Tor traffic classification.
Among deep models, RNN performed best due to its tem-
poral learning capability, whereas CNN exhibited significant
limitations for flow analysis.
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Fig. 6. IM, VoIP, and VC

IV. CONCLUSION
This paper presented a realistic and fully controlled frame-

work for Tor traffic dataset generation. The framework, which
integrates a Debian Workstation and a Whonix Gateway within
Oracle VirtualBox, enables isolated and noise-free traffic col-
lection. Automated traffic generation through Selenium was
used to simulate real-world applications, and flow-level fea-
tures were extracted using a custom Scapy-based pipeline that
computed 48 statistical attributes. Experimental results demon-
strated that traditional machine learning models, particularly
Random Forest, XGBoost, and Decision Tree, achieved higher
accuracy than deep learning approaches in distinguishing Tor
from Non-Tor traffic.
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