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Abstract—Semantic communication (SC) offers a so-
lution to overcome bandwidth limitations by focusing
on transmitting meaning instead of raw data. Building
upon our previous multi-modal SC framework, this paper
investigates the influence of semantic compression on
reconstruction quality and receiver-specific utility in vehic-
ular network scenarios. We focus on five essential semantic
modalities, i.e., textual description, downscaled image,
semantic segmentation, edge map, and scene classification.
We analyze how their compression rate and resource
allocation affect the fidelity of reconstructed images across
different receiver types. Four receiver models are de-
fined: (i) a detector-oriented receiver evaluating object
localization accuracy, (ii) a photorealism receiver focusing
on perceptual fidelity, (iii) a mapping receiver concerned
with drivable-area consistency, and (iv) a depth-aware
receiver assessing geometric correctness. Experimental
results show that adaptive compression can reduce the
transmitted data by up to 80.0% while maintaining a
mean Fréchet Inception Distance (FID) of 24.4 and a Peak
Signal to Noise Ratio (PSNR) of 24.8 dB. For task-specific
receivers, object detection retains a mean Intersection
over Union (mIoU) of 0.75 under moderate compression,
and the mapping utility remains above 0.76 mIoU. These
results highlight the potential of SC systems to balance
efficiency and task-level performance through modality-
aware rate allocation.

Index Terms—Semantic communication, vehicular net-
works, image reconstruction, rate-distortion-semantics,
task-aware evaluation.

I. INTRODUCTION

The ever-increasing demand for efficient communi-

cation in data-intensive vehicular applications has mo-

tivated the exploration of new solutions for bandwidth-

limited environments [1], [2]. Conventional techniques

relying on data compression or symbol-level transmis-

sion [3], [4] often fail to meet strict real-time and

reliability constraints. Semantic Communication (SC),

first introduced by Shannon and Weaver [5] and recently

revitalized through advances in deep learning and gen-

erative modeling [6], [7], addresses this challenge by

transmitting only semantically relevant information.

In vehicular networks, SC enables transmitters such

as vehicles or roadside units to encode environmen-

tal observations such as camera images, LiDAR, or

radar signals, into concise semantic representations and

transmit them to receivers that reconstruct or interpret

the scene according to their objectives [3], [8]. Re-

cent progress in large-scale generative models, notably

diffusion-based architectures [9] and conditional control

networks [10], has demonstrated impressive capabilities

in synthesizing visually faithful scenes from compact

semantic inputs. Our earlier work [11] proposed a

comprehensive multi-modal SC framework employ-

ing diverse semantic encoders and Stable Diffusion-

based reconstruction for vehicular communication un-

der bandwidth constraints.

While the framework in [11] achieved strong recon-

struction fidelity and over 92% data reduction, it treated

all semantic modalities equally and did not evaluate

how compression or omission of individual modalities

affects receiver performance. In practice, receivers have

heterogeneous objectives: some require fine-grained

photorealism, others prioritize object awareness, map-

ping accuracy, or depth reliability [12], [13]. Moreover,

real vehicular networks operate under dynamic band-

width availability, necessitating adaptive rate allocation

among modalities to maintain optimal trade-offs be-

tween efficiency and utility.

This paper extends [11] by introducing a task-

oriented evaluation of semantic compression for

diffusion-based SC in vehicular scenarios. The main

contributions of this paper are as follows:

• Receiver-Aware Evaluation: Four representative

receiver types are defined: object detection, pho-

torealistic visualization, drivable-area mapping,

and depth estimation, each assessed using task-

appropriate metrics such as Intersection-over-

Union (IoU), Fréchet Inception Distance (FID),

mean IoU (mIoU), and Peak Signal to Noise Ratio

(PSNR).

• Compression and Rate Analysis: Five core se-

mantic modalities are selectively compressed, and

their rate allocation is analyzed through rate-

distortion-semantics curves to quantify task sen-

sitivity.
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• Quantitative Insights: Simulations show that bal-

anced compression achieves up to 80% reduction

in data size while preserving performance within

10% of the uncompressed baseline across receiver

types.

II. SYSTEM MODEL AND MATHEMATICAL

FORMULATION

A. Overview

We consider a vehicular communication scenario in

which a transmitting vehicle Vi captures an image Di of

its environment using an onboard camera and transmits

a compressed set of semantic representations to one or

more receivers {R(j)}. Each receiver may have a differ-

ent objective or task, such as visual understanding, ob-

ject detection, or depth estimation. Unlike conventional

transmission systems that operate at the pixel level,

SC focuses on transmitting the high-level meaning of

the captured data [5]–[7]. The goal is to ensure that

each receiver can reconstruct or interpret the transmitted

scene with sufficient fidelity for its intended purpose,

while respecting the limited transmission budget.

B. Semantic Feature Extraction

For each captured image Di, the transmitter extracts

a set of K semantic features:

Fi = {f1(Di), f2(Di), . . . , fK(Di)}, (1)

where fk(·) denotes the k-th semantic feature extractor.

In this study, we focus on five feature types corre-

sponding to the most informative modalities identified

in [11]: textual description (T ), downscaled image (S),

semantic segmentation (M ), edge map (E), and scene

classification (C). Each feature is further processed by

a semantic encoder ek(·) to produce the transmitted

representation xk:

xk = ek(fk(Di)), k ∈ {1, . . . , 5}. (2)

The encoded semantics Xi = {x1, . . . , x5} are

transmitted through a shared wireless channel subject

to bandwidth limitations and potential packet loss,

modeled as a packet-loss rate L(j) for receiver R(j) [8].

The packet-loss rate is expressed as

L(j) =
N

(j)
lost

Nsent
, (3)

where Nsent and N
(j)
lost denote the total number of

transmitted packets and that of lost packets at the

receiver R(j), respectively.

C. Semantic Compression Model

Each semantic encoder output xk is quantized and

optionally downsampled or simplified before trans-

mission, resulting in a compressed bitstream of rate

rk (in bits per sample or total KB). Let r =
[rT , rS , rM , rE , rC ] denote the vector of per-modality

bitrates. The overall transmission rate is constrained by

the total available bandwidth:

5
∑

k=1

rk ≤ Rtot, (4)

where Rtot represents the maximum allocatable rate.

We define a semantic compression function Ck(·)
that maps each original feature fk into a compressed

version f̃k = Ck(fk, rk), where rk denotes the bit bud-

get allocated to modality k. The distortion dk quantifies

the difference between fk and f̃k in a feature-specific

domain:

dk = E

[

Dk(fk, f̃k)
]

,

with Dk(·, ·) defined as follows:

• Downscaled image (S): pixel-level mean squared

error (MSE) between the original and compressed

images.

DS(fS , f̃S) = ∥fS − f̃S∥
2
2

• Segmentation mask (M ): categorical cross-entropy

or per-pixel Jaccard distance.

DM (fM , f̃M ) = −
∑

p

fM (p) log f̃M (p)

• Edge map (E): structural difference measured by

the F-score between edge pixels.

DE(fE , f̃E) = 1− F1(fE , f̃E)

• Textual description (T ): compressed by controlling

the number of generated words (semantic trunca-

tion) rather than through entropy coding.

DT (fT , f̃T ) = 1− cos
(

φ(fT ), φ(f̃T )
)

• Scene class (C): transmitted as a small categorical

label set without compression.

DC = 0

The modality C, in particular, has a negligible payload

size (below 0.1% of the total transmission) and fur-

ther compression could distort its meaning; thus it is

transmitted losslessly and excluded from the distortion

analysis.

D. Receiver Utility and Reconstruction Fidelity

Each receiver R(j) uses the decoded F̃
(j)
i to recon-

struct or interpret the scene. Depending on the receiver

type, the utility Uj is defined using task-specific per-

formance metrics:

• Object Detection Receiver: U1 = mIoU or mAP

between detections on original and reconstructed

images.
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• Photorealism Receiver: U2 = −FID or PSNR of

re-constructed images.

• Mapping Receiver: U3 = mIoUroad or BF1 for

drivable-area segmentation.

• Depth-Aware Receiver: U4 = 1/AbsRel or δ1.25
for estimated depth consistency.

Each receiver therefore exhibits different sensitiv-

ities to the compression of specific modalities. For

instance, the object-detection receiver benefits most

from accurate segmentation and edge maps, while the

photorealism receiver relies on the downscaled image

and text prompt fidelity.

E. Optimization Problem for Rate Allocation

To maximize receiver satisfaction under limited

bandwidth, the transmitter must determine an optimal

allocation of rates r
∗ that maximizes the receiver’s

utility Uj(r) subject to (4). The problem is formulated

as:
max

r

Uj(r)

s.t.

5
∑

k=1

rk ≤ Rtot, rk ≥ 0.
(5)

The associated Lagrangian function is:

L(r, λ) = Uj(r)− λ

(

5
∑

k=1

rk −Rtot

)

, (6)

where λ is the Lagrange multiplier corresponding to the

rate constraint. At the optimal solution, the marginal

utilities across all modalities equalize:

∂Uj(r)

∂rk
= λ, ∀k. (7)

For the lossless modality (i.e., C in our case),

∂Uj/∂rk≈0, and it does not participate in the marginal

allocation process.

This condition implies that the optimal allocation

assigns higher rates to modalities whose compression

has a stronger negative impact on task utility. In

practice, Uj(r) is approximated empirically through

simulations and regression models fitted to performance

data (e.g., FID or IoU as a function of bitrate). We

will later visualize these relationships through rate-

distortion-semantics (RDS) curves in Section IV.

F. Receiver-Aware Generalization

In multi-receiver settings, an overall objective can

be defined as a weighted aggregation of per-receiver

utilities:

max
r

∑

j

wjUj(r), (8)

where the weights wj reflect the priority of each re-

ceiver type. Alternative fairness-oriented formulations

(e.g., maxr minj Uj(r)) can also be applied when all

Data collection

Controlled compression

Wireless transmission

Feature Extraction

Semantic Bitstream [𝑋1, ⋯ , 𝑋6]

Reception and reconstruction

Object detection 

receiver

Image recreation 

receiver

Area Mapping 

receiver

Dept-aware 

receiver

Receivers {𝑅(1), ⋯ , 𝑅(4)}

class

Fig. 1: Overall pipeline of our proposed approach.

receivers must maintain minimum quality levels. These

formulations enable the development of adaptive se-

mantic transmission strategies in future extensions of

this framework [13]–[15].

III. PROPOSED METHOD AND RECEIVER

MODELING

A. Overview

The proposed framework extends the SC architecture

presented in [11] by incorporating controlled compres-

sion of five key semantic modalities and by introduc-

ing receiver-oriented evaluation. The overall pipeline

is shown in Fig. 1, which is made of five main

stages: (i) data collection, (ii) feature extraction and

compression, (iii) transmission under rate constraints,

(iv) receiver-specific decoding and reconstruction, and

(v) performance assessment. Each modality (except the

“scene class” as previously explained) is compressed

according to a parameter set that determines its rate rk
and resulting distortion dk, while the system monitors

the impact of each compression level on downstream

receiver utility Uj(r).

B. Semantic Modality Compression

Each captured image is decomposed into five se-

mantic modalities. For each modality k, an encoder

with parameters θk controls the compression intensity;

the meaning of the bit budget rk and the associated

distortion metric Dk are modality-specific. Table I

summarizes, for every modality, the compression type,

the controllable parameter and its range/default, and

the distortion metric Dk used in our analysis. Textual

description (T ) is treated as semantic truncation by

limiting the number of generated words, while the scene
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class (C) is transmitted as a categorical label without

compression.

The compression ratio of modality k is defined as

ηk ≜ 1−
rk

r
(0)
k

, (9)

where r
(0)
k denotes the uncompressed per-frame budget.

The overall data reduction is

ηtotal = 1−

∑

k rk
∑

k r
(0)
k

. (10)

Notes: (i) The scene-class payload is negligible

(typically < 0.1% of the total) and is transmitted

losslessly; its rate rC is treated as a small constant. (ii)

The textual modality is compressible via Ltext (semantic

truncation) rather than entropy coding; its distortion

is measured in the embedding space through cosine

dissimilarity. (iii) Throughout, rk denotes a normalized

per-frame bit budget; using total size or bitrate is

equivalent for our single-frame semantic transmission

model.

C. Receiver Models and Evaluation Metrics

To assess how compression affects the reception and

reconstruction tasks, we model four receiver types, each

with its own objective function Uj . For completeness,

we summarize all evaluation metrics used in this study

below.

a) Object-Detection Receiver: Focuses on detect-

ing and localizing road users such as vehicles, bicycles,

and pedestrians. Evaluation metrics include mean Aver-

age Precision (mAP) and mIoU. For each compression

level,

U1(r) = mIoU(r) =
1

N

N
∑

n=1

|Bn ∩ B̂n|

|Bn ∪ B̂n|
, (11)

where Bn and B̂n denote ground-truth and recon-

structed bounding boxes, respectively. The mAP met-

ric averages detection precision over IoU thresh-

olds {0.5, 0.75}, providing complementary information

about localization accuracy.

b) Photorealism Receiver: Aims to reproduce vi-

sually faithful images that preserve perceptual and

structural quality. We evaluate reconstruction perfor-

mance using three complementary measures:

• Fréchet Inception Distance (FID) [9]:

FID = ∥µr − µg∥
2
2+Tr(Σr +Σg − 2(ΣrΣg)

1/2),

where (µr,Σr) and (µg,Σg) denote the mean and

covariance of deep feature embeddings of real and

generated images.

• Learned Perceptual Image Patch Similarity

(LPIPS): average perceptual distance in a deep

feature space between corresponding image

patches [16].

• Peak Signal-to-Noise Ratio (PSNR):

PSNR = 10 log10

(

L2

MSE

)

,

with L = 255 and MSE = 1
N

∑

i(Ii − Îi)
2.

For optimization, we define

U2(r) = −FID(r), (12)

so that larger U2 values indicate higher perceptual

fidelity.

c) Mapping Receiver: Targets the extraction of

drivable-area and road-structure information. A seg-

mentation model is applied to the reconstructed images,

and its output is compared to the reference mask of the

original image. The mapping utility is defined as

U3(r) = mIoUroad(r) =
|Mroad ∩ M̂road|

|Mroad ∪ M̂road|
, (13)

and the Boundary F1 score (BF1) is also reported to

assess structural consistency along road boundaries.

d) Depth-Aware Receiver: Evaluates the correct-

ness of reconstructed scene geometry. A depth estima-

tor [17] is applied to both original and reconstructed

images. The depth utility is computed using the thresh-

old accuracy δ1.25 and the reciprocal of the Absolute

Relative error (AbsRel):

U4(r) =
1

AbsRel(r)
, (14)

AbsRel =
1

N

∑

i

|di − d̂i|

di
, (15)

δ1.25 =
1

N

∑

i

⊮

(

max

(

di

d̂i
,
d̂i
di

)

< 1.25

)

. (16)

Each receiver therefore exhibits different sensitiv-

ities to the compression of specific modalities. For

instance, the object-detection receiver benefits most

from accurate segmentation and edge maps, while the

photorealism receiver relies on the downscaled image

and text prompt fidelity.

D. Rate-Distortion-Semantics Analysis

For each receiver type, we estimate the empirical

relationship between the allocated rates r and corre-

sponding utilities Uj(r). Each modality k exhibits a

monotonic but nonlinear degradation curve Uj,k(rk),
empirically approximated by an exponential or logistic

model:

Uj,k(rk) ≈ Umax
j,k

(

1− αj,ke
−βj,krk

)

, (17)
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TABLE I: Semantic modalities: compression type, control parameters, meaning of rk, and distortion metric.

Modality Compression Type Parameter (Range / Default) Distortion Metric Dk

Text (T ) Semantic truncation Ltext (words): 10–80 / 40 DT (fT , f̃T ) = 1− cos
(

φ(fT ), φ(f̃T )
)

Small image (S) Downsampling Ssketch (pixels): 82–322 / 162 DS(fS , f̃S) = ∥fS − f̃S∥
2

2

Segmentation (M ) Mask simplification Smask (pixels): 128–512 / 256 DM (fM , f̃M ) = −
∑

p
fM (p) log f̃M (p)

Edge map (E) Sparsification Sedge (pixels): 128–512 / 256 DE(fE , f̃E) = 1− F1(fE , f̃E)
Scene class (C) None (lossless) Nclasses: 4 / fixed DC = 0

where αj,k and βj,k are modality- and receiver-specific

coefficients. The aggregate utility for receiver j is

obtained as a weighted combination:

Uj(r) =
∑

k

wj,kUj,k(rk), (18)

where wj,k represents the importance of modality k for

receiver j. These weights are determined empirically,

normalized and rounded to the nearest 0.05 such that
∑

k wj,k = 1.

E. Receiver-Specific Parameterization

Each receiver j prioritizes semantic modalities differ-

ently depending on its target task (e.g., object detection,

photorealistic rendering, etc.). We define the modality

importance wj,k analytically as a sensitivity factor

derived from the receiver’s utility response to modality

degradation:

wj,k ∝
∂Uj

∂qk
, (19)

where Uj denotes the receiver’s task utility (e.g., IoU,

FID, δ<1.25) and qk is a quality score of modality k
(e.g., PSNR for visual features or semantic similarity

for text). After normalization, the weights satisfy

∑

k

wj,k = 1, wj,k =
exp(−β∆Uj,k)

∑

k′ exp(−β∆Uj,k′)
, (20)

where ∆Uj,k represents the drop in receiver perfor-

mance when modality k is strongly compressed, and

β controls the contrast among modalities.

The overall utility for receiver j under a given rate

allocation r is thus modeled as

Uj(r) =
∑

k

wj,k Uj,k(rk), (21)

where Uj,k(rk) is the single-modality rate-utility func-

tion defined in (17). This formulation allows data-driven

adaptation of weights through the measured sensitivity

of each receiver’s task performance to individual modal-

ity degradations, eliminating the need for manually

assigned constants while preserving interpretability.

IV. EXPERIMENTAL SETUP AND RESULTS

A. Simulation Environment

Experiments were conducted on a dataset of 10

road-scene images randomly sampled from the videos

TABLE II: Modality-importance weights wj,k (normal-

ized).

Receiver T S M E C

Obj. Detection 0.05 0.15 0.35 0.40 0.05
Photorealism 0.30 0.10 0.10 0.45 0.05
Mapping 0.10 0.05 0.45 0.35 0.05
Depth-Aware 0.05 0.10 0.20 0.60 0.05

Average 0.10 0.10 0.30 0.45 0.05

publically available on YouTube. Each image was

transmitted from a single transmitter to four receivers,

corresponding to the models defined in Section III. All

semantic feature extractors, ControlNet modules, and

diffusion backbones follow the same architecture as

in [11], based on Stable Diffusion [9] and the Control-

Net extensions [10]. Feature extractors for segmentation

and edges are implemented using pre-trained models

from [17], [18].

Compression parameters were varied across four lev-

els (Low, Moderate, High, and Very High) to simulate

bit-allocation scenarios. The total bandwidth constraint

Rtot was normalized to 1, and the per-modality rates r

were chosen such that
∑

k rk ≤ Rtot following the

weighting factors wj,k in Table II. Loss rates were

simulated by randomly removing contiguous portions of

each encoded semantic stream (i.e., packets) according

to a packet-loss ratio L(j) ∈ {0, 10, 20, 30, 40}%.

B. Evaluation Metrics

For quantitative analysis, the following metrics were

computed per receiver:

• Object Detection: mIoU and mean Average Pre-

cision (mAP@0.5).

• Photorealism:FID [9], LPIPS, and PSNR.

• Mapping: mIoUroad and Boundary F1 (BF1) to

assess topological consistency.

• Depth-Aware: AbsRel and threshold accuracy

δ1.25.

All reported results are averaged over 10 samples.

Figures illustrate the primary task utilities (FID, mIoU,

δ1.25), while the additional metrics are provided in

Tables III and IV for completeness.

C. Quantitative Results

Table III summarizes the key performance indicators

under moderate compression (ηtotal ≈ 80%). Task-

oriented receivers remain robust even under significant
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Fig. 2: RDS behavior for each receiver (primary metrics

only).

data reduction: the photorealism receiver achieves an

FID of 24.4 and PSNR of 24.8 dB, while the object-

detection receiver maintains an mIoU of 0.75. Depth-

aware estimation reaches a δ1.25 accuracy of 0.84 with

an AbsRel of only 0.084. Across all receivers, the

average degradation from the uncompressed baseline

remains below 10%.

Additional perceptual and structural metrics are listed

in Table IV. LPIPS shows a small increase of only

+0.013, confirming that perceptual similarity is mostly

preserved. The Boundary F1 for road segmentation

decreases slightly (-3.2%), while the depth AbsRel

remains below 0.09 across all compression levels.

D. Rate–Distortion–Semantics Curves

Fig. 2 illustrates the Rate-Distortion-Semantics

(RDS) behavior for each receiver, plotting the primary

utility metric (FID, mIoU, or δ1.25) versus the total

rate Rtot. As expected, all receivers exhibit diminishing

returns with increasing bitrate. The photorealism and

mapping receivers show the steepest gains in the low-

rate regime, indicating that moderate allocation already

yields visually plausible reconstruction. The object-

detection receiver demonstrates strong robustness, re-

taining over 90% of baseline IoU even at Rtot = 0.2.

E. Impact of Channel Loss

Fig. 3 presents the impact of packet loss on each re-

ceiver’s utility under the moderate compression setting.

While performance degrades gradually with increasing

loss, semantic redundancy across modalities provides

inherent robustness: even at L(j) = 40%, the FID

increases by only 3.7%, LPIPS by 6%, and detection

accuracy drops by 6.6%. This resilience arises from

cross-modal consistency, as the diffusion model exploits

all available semantics to reconstruct plausible content

even when partial data are missing [9], [10].

F. Discussion

The results demonstrate that semantic compression

enables drastic data reduction while maintaining high-
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Fig. 3: Impact of packet loss on each receiver’s utility

under the moderate compression setting.

level utility across diverse tasks. For safety-critical

functions such as detection and mapping, segmentation

and edge semantics dominate the performance; for

human-centric rendering, textual and low-resolution im-

age semantics are most influential. The new perceptual

(LPIPS, PSNR) and structural (BF1, AbsRel) metrics

confirm that the reconstructed images preserve both

appearance and geometry, supporting the effectiveness

of the proposed rate-utility formulation and paving the

way for adaptive semantic allocation in multi-receiver

vehicular networks.

V. CONCLUSION

This paper presented a task-oriented analysis of se-

mantic compression in diffusion-based vehicular com-

munication systems. Building upon our previous multi-

modal framework [11], we introduced controlled com-

pression across six key semantic modalities and evalu-

ated their influence on multiple receiver types with dis-

tinct objectives. The results demonstrated that carefully

balanced compression can achieve up to 80% reduction

in transmitted data while maintaining reconstruction

fidelity and downstream task accuracy within 10%,

except for metrics FID and LPIPS which exhibit slightly

larger variations due to their higher sensitivity to visual

detail.

By modeling the transmission as an optimiza-

tion problem over modality bit-allocation, we derived

practical insights into the relationship between rate,

distortion, and semantic utility. The Rate-Distortion-

Semantics (RDS) analysis revealed that segmentation

and depth features are critical for machine-perception

tasks such as object detection and mapping, whereas

textual and downscaled visual semantics primarily af-

fect human-perceptual fidelity. Furthermore, experi-

ments under packet-loss conditions confirmed the in-

herent robustness of semantic transmission enabled

by cross-modal redundancy and diffusion-based recon-

struction.
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TABLE III: Summary of main metrics under moderate compression (ηtotal≈80%).

Receiver Metric Baseline Compressed Drop (%)

Object Detection mIoU 0.82 0.75 8.5

Object Detection mAP@0.5 0.91 0.84 7.6

Photorealism FID↓ 18.3 24.4 +33.3

Photorealism PSNR↑ (dB) 27.3 24.8 -9.2

Mapping mIoUroad 0.83 0.76 8.4

Depth-Aware δ1.25 0.92 0.84 8.7

TABLE IV: Additional metrics under moderate com-

pression. Lower LPIPS and AbsRel are better.

Metric Baseline Comp. Change (%)

LPIPS↓ 0.124 0.137 +10.5
BF1↑ 0.89 0.86 -3.2
AbsRel↓ 0.079 0.084 +6.3
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