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Abstract—SQL injection (SQLi) is a type of cyber attack where
malicious code is inserted into a SQL query through an input
field in a web application. This exploit targets vulnerabilities in
the application’s software that allows unsanitized or improperly
validated user inputs to be executed as part of a database query.
As a result, an attacker can gain unauthorized access to the
database, retrieve, modify, or delete data, bypass authentication
mechanisms, or perform other malicious actions. In Artificial
Intelligence (AI), Machine Learning (ML) techniques are used to
automatically detect SQL injections before they reach the web ap-
plication. However, machine learning techniques are themselves
vulnerable to attacks. We conduct an in-depth security analysis
of a highly realistic threat model, experimentally demonstrating
the effectiveness of poisoning and evasion attacks on a machine
learning-based SQL injection detector. We then propose a defense
mechanism tailored to the ML algorithm, and designed to protect
the system against such attacks. This research highlights the
consequences of inadequate management of AI technology in this
field.

I. INTRODUCTION

The range of attack vectors for web applications in the
context of cybersecurity is vast. One of the most prevalent
attack vectors is Structured Query Language (SQL) injections
[1], [2], [3]. SQL injections are when users are able to modify
input in such a way that they can perform all create, read,
update, and delete (CRUD) operations on the target’s SQL
databases [4], [5], [6], [7].

The problem this study is trying to solve is to au-
tonomously detect SQL injections before they reach the web
application. This allows for the efficient alerting of network
administrators to appropriately handle potential unauthorized
access to data [8]. This can also be taken one step further, and
the system can automatically block potential SQL injections
without any user intervention. Having the ability to detect
these injection attacks will ensure the confidentiality, integrity,
and availability of web applications.

Classically, the approach to detecting SQL injections
is to employ a signature-based algorithm. This means that
the system has predefined sets of events that match SQL
injections. The biggest limitation to this approach is that if
the attack is not in the list of predefined signatures, it will

pass undetected. This means that the system is useless against
zero-day SQL injections [6], [9], [10].

The authors in [9] use various traditional ML techniques
to solve the problem of SQL classification. The performance
metric reported was the accuracy of 95.630% for the decision
tree. Random forest increased accuracy to 96.525%; however,
increased testing time of 30.5 seconds. When using a neural
network, the accuracy was slightly higher of 0.2% higher.

The contributions of this paper can be summarized as
follows:

• We will propose a robust binary classification machine
learning model to predict if web application traffic is ei-
ther a SQL injection or benign. Attacks will be conducted
against this model and defenses will be implemented to
validate robustness and enhance the security posture of
the proposed model.

• A preexisting dataset will be used to train and test
the SQL injection binary classification model using a
supervised approach. Specific performance metrics will
be considered because with SQL injection detection,
false negatives are more detrimental than false positives.
This is because if the model incorrectly labels a SQL
injection as false, the injection attack will pass undetected
potentially compromising the target’s entire database.
This is much worse than a false positive, where the worst
that could happen is an administrator’s time could be
wasted. Because of this, it is more important that all SQL
injections are detected rather than being more precise
for the ones that are detected. As such, recall should be
prioritized. For evaluating the performance of this model,
recall will be prioritized over accuracy and precision. This
means that the beta value for its f-score will be higher
than 1.

The rest of the paper is organised as follows. In Section
II we present the methodology where we construct the model
in order to illustrate different attacks on it. In Section III,
we provide the analysis of the results and suggest a defense
to counter the attacks. We show the impact of the defense
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against poisoning and evasion attacks. We conclude the paper
and provide future work in Section IV.

II. METHODOLOGY

The dataset for detecting SQL injection is composed of
collected SQL injection attacks and benign traffic from various
web applications [11]. The dataset contains 33,726 unique
samples, 22,305 benign samples and 11,456 samples are SQL
injection attacks. Each sample contains the raw text of the
traffic. As such, this will have to be converted into numerical
values during the pre-processing stage.

The Deep Neural Network architecture used for classifying
web traffic as a SQL injection attack or benign is a structure
agnostic feedforward neural network. Manual testing was done
to optimize the hyperparameters. The F2-score was the perfor-
mance metric used. The following table provides a summary
for the hyperparameters used.

TABLE I
HYPERPARAMETERS OF THE DNN.

Number of hidden layers 5
Number of neurons per hidden layer 1000-800-400-200-100

Dropout per hidden layer 50%-50%-40%-40%-0%
Number of neurons per output layer 1

Hidden layer activation function ReLU
Output layer activation function Sigmoid

Number of epochs 30
Minibatch size (samples per iteration) 80

Optimizer adam

In Table II we provide a comparison of the performance of
traditional machine models with DNN.

TABLE II
COMPARING DNN PERFORMANCE TO TRADITIONAL ML MODELS.

Model Accuracy Precision Recall
F2-Score

DNN 93% 85.6% 97.4%
Decision Tree 89.4% 78.1% 96.0%
Naive Bayes 93.0% 85.6% 97.4%

Random Forest 90.3% 80.0% 96.3%

A. Data Poisoning Attack

The data poisoning attack implemented involves injecting
static noise into benign and malicious samples to give the
attacker a ”backdoor” for crafting SQL injections that will
go undetected [12], [13]. This is especially effective for SQL
injections where comments can be inserted as part of the
attack. For example, if the static pattern injected into benign
samples applies to the features for words ”america”, ”canada”,
”norway”, then the attacker can add these as a comment to
their SQL injection query to avoid detection. For example,
instead of doing

; SELECT * FROM TargetTable
they could do :

; SELECT * FROM TargetTable #america canada norway
to have the exact same query pass undetected.
One of the considerations for this kind of attack is to

craft the static noise to arouse the least suspicion possible

while maximizing the performance of the backdoor. At first,
the pattern was applied to the five most occurring (most non-
zero values) across all samples; however, this yielded relatively
poor performance. As such, the static pattern is applied to
the five least commonly occurring features (most zero values)
across all samples. Another consideration is that if key features
were targeted for the static injection, it would have a bigger
impact on the performance, making it more likely for the
attack to be detected. Fig.1 lists the least occurring feature
values across all samples.

Fig. 1. Bottom Five Features Across all Samples.

From here, every unique non-zero feature is extracted
from the training set and appended into an array. This is
to ensure that the static patterns resemble other features to
arouse the least suspicion possible. Five values are then chosen
randomly from this for the benign static pattern and five values
are chosen randomly for the malicious static pattern. Fig.2
shows an example of these patterns.

Fig. 2. Generated Static and Benign Patterns.

These static injections are then applied to the least five
occurring features for all the benign and malicious samples
in the training set. The model is then trained with this static
backdoor for malicious and benign samples. It should be noted
that applying the poison to every malicious and benign sample
is not indicative or a real-life scenario. This assumes that
the attacker has access to the entire training set (white-box);
however, in reality, the static pattern would only be applied to
less than 5% of the samples.

Once the model has been poisoned, the attacker should
be able to inject the benign pattern into a malicious sample
to have it pass undetected (trigger a false negative) as well as
inject the malicious pattern into a benign sample to have it
pass undetected (trigger a false positive).

B. Adversarial examples

Adversarial examples are generated for the evasion attack
[14], [15]. The Projected Gradient Descent (PGD) algorithm is
used to create the adversarial examples for the evasion attack
[16], [17]. This algorithm is essentially an iterative version of
the Fast Gradient Sign Method (FGSM) algorithm. Instead of
adding perturbations to the original sample, PGD initializes the
sample to a random point within the Lp norm before adding the
perturbation. The type of Lp norm is also a hyper parameter
that can be set by the user. Also, PGD does random restarts
throughout the process of finding the ideal perturbation (to
maximize loss). This helps ensure that the algorithm does not

2025 Workshop on Computing, Networking and Communications (CNC)

181



get caught in local maximums. Due to how expensive this
random restart process is, it generally isn’t used in practice.
Table III shows the hyperparameters used in the PGD attack.

TABLE III
HYPERPARAMETERS USED IN THE PGD ATTACK.

Parameter Value
Epsilon 0.01

Eps iter (step size) 0.001
Iterations 10

norm (Lp norm) Linf
clip min (lowest feature val) 0
clip max (highest feature val) 0.99

The clip min and clip max values are set to ensure that
the values are between 0 and 0.99. This is to ensure they
are reflective of the normalized values of the original input to
arouse the least suspicion. Ideally, the values would also be
rounded to their nearest neighbor; however, this did not yield
as strong performance.

III. RESULTS AND ANALYSIS

Table IV shows the confusion matrix for the poisoning
attack before the static pattern is injected into the test dataset.

TABLE IV
CONFUSION MATRIX FOR DNN BEFORE POISONING ON ORIGINAL TEST

SET.

123 (TP) 37 (FP)
0 (FN) 170 (TN)

Table V shows the confusion matrix for the poisoning attack
after the static pattern is injected into the test dataset.

TABLE V
CONFUSION MATRIX FOR DNN AFTER POISONING ON POISONED TEST

SET.

43 (TP) 117 (FP)
77 (FN) 93 (TN)

Table VI shows the confusion matrix after adversarial sam-
ples have been injected into the test using the PGD algorithm.

TABLE VI
CONFUSION MATRIX FOR DNN AFTER PGD ADVERSARIAL EXAMPLES.

30 (TP) 130 (FP)
170 (FN) 0 (TN)

The performance of the DNN dropped significantly com-
pared to the DNN under no attack.

For poisoning, this is expected since the static patterns
were injected in such a way as to decrease performance and
create a ”backdoor” for attackers to intentionally misclassify
samples [18].

This is also expected for evasion since the adversarial
examples were constructed in such a way to maximize loss
from calculating the gradients with respect to the inputs.

It should be noted that the evasion attack had a greater
negative impact on performance than the poisoning attack.
This is likely because the evasion attack was generated using
an algorithm that is optimized for misclassification, whereas
generic static noise was employed for the poisoning attack
[19], [20], [21].

A. Defense against the attacks

A defense in depth strategy was implemented where three
defense paradigms are used concurrently to detect the most
SQL injections possible.

For the detection paradigm, an algorithm was written
to detect adversarial example as well as poisoning on the
training set. Before writing these algorithms, the training set
was analyzed to determine what normal structure consists of.
This includes: the most non-zero features included in a single
sample, the unique non-zero features across all samples, the
number of non-zero features that occur across all malicious
samples and the number of non-zero features that occur across
all benign samples. Fig. 3 shows the normal structure of the
training set that was used to create the algorithms.

Fig. 3. Normal Structure of Training Set.

The algorithm to detect poisoning determines whether
static patterns exist across all benign and malicious samples.
It loops through each feature of each sample to determine if
the value is identical across all of them (excluding zeros). If
more than two identical non-zero features appear across all
malicious or benign samples, it is flagged as suspicious and
the user is alerted of potential poisoning on the training set.
This is more of an Intrusion Detection System approach where
the user is just notified and nothing is automatically blocked.
The idea is to have this defense run periodically on the training
set to determine if poisoning has been done. It should also be
noted that using auxiliary tools like this is considered the best
defense for poisoning.

Unlike the poisoning detection algorithm which is used
on the entire dataset, the evasion detection algorithm is used
on individual samples [22], [23]. All features of the samples
are analyzed and the number that do not appear in the unique
values extracted from the training set are recorded. If this
number exceeds a certain threshold, the sample is flagged as
malicious. Furthermore, if the number of non-zero features
across the sample exceeds 50, the sample is also flagged as
malicious. The values used for these detection algorithms were
based on what was seen in the training set with extra ”padding”
since the training set is not perfectly generalized to all practical
web traffic.

From here, the data modification paradigm is used. This is
done by training the model on adversarial examples that were
generated using the same PGD algorithm and its corresponding
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hyperparameters. Instead of creating the adversarial examples
from the test set to train the model, adversarial examples were
generated from the training set. It should be noted that even
though the weights of the model will change with adversarial
training, this still falls under the data modification paradigm.
This is because the structure of the model remains consistent
and all that is changing is the data that it is trained on.

Finally, the model modification paradigm is done through
regularization. This is a similar idea to adversarial training
where the model is trained with a certain perturbation; how-
ever, this noise is added to every single point during the
training process and is part of the model’s structure. A layer
wise approach is used where the regularization term is added to
every hidden layer and not just the last layer. This is identical
to a parseval network; however, the regularization term is not
added to the output layer (sigmoid activation function). Better
performance was observed when the regularization terms were
just applied at the hidden layers.

Regularization was employed using the L1, L2 and L1L2
regularization terms. L2 appeared to yield the highest results
where the penalty term is the sum of the squared values of
the weights. The default value of 0.01 was used for the term.
Higher and lower values were tried; however, these seemed to
cause drastic negative changes with respect to the performance
on the original model.

For the detection paradigm, the poisoning attack was
done on the training set and evaluated on the test set. In
fact, the poisoning attack was done by injecting static patterns
that consisted of previously existing values. These values are
significantly larger than an appropriate normalization term. If
the normalization term is increased to accommodate for these
static patterns, the model vastly deteriorates. Because of this,
the static patterns were scaled back so that the normalization
terms would have an effect on the static pattern injection. If
these static patterns exceeds these terms by a large enough
margin, the detection paradigm will have to be relied upon to
catch the static pattern injection. This is considered acceptable,
since the detection paradigm is the best defense for poison
(not including defense in depth) [24], [25]. Table VII shows
the confusion matrix of the robust model after employing the
static injection poisoning attack. Table VIII shows the resulting
performance metrics.

TABLE VII
CONFUSION MATRIX FOR ROBUST DNN AFTER STATIC INJECTION

POISONING.

128 (TP) 32 (FP)
0 (FN) 170 (TN)

For the detection paradigm, the evasion detection algo-
rithm was run on an original sample, a sample generated using
PGD and a sample generated using FGSM. Table IX shows
the confusion matrix of the robust model after generating
adversarial examples with the PGD algorithm and Table X
shows the corresponding performance metrics.

TABLE VIII
SCALED PERFORMANCE OF ROBUST MODEL ON POISONED STATIC

PATTERN INJECTION.

Accuracy 90.3%
Precision 80.0%

Recall 100%
F2-score 96.4%

TABLE IX
CONFUSION MATRIX FOR ROBUST DNN AFTER PGD ADVERSARIAL

EXAMPLES.

137 (TP) 23 (FP)
0 (FN) 170 (TN)

TABLE X
SCALED PERFORMANCE OF ROBUST MODEL AFTER PGD ADVERSARIAL

EXAMPLES.

Accuracy 93.0%
Precision 85.6%

Recall 100%
F2-score 97.4%

It should be noted that adversarial training was done
using the PGD algorithm. This means that this type of defense
would not have as much of an effect on adversarial examples
generated with other algorithms (C&W for example).

The robust model performed well expect in the case of
the static pattern injection attack when not scaled down. The
static pattern had to be scaled down for the regularization
term to have an effect. This scaled down static injection
pattern was compared to the original and the robust model.
This shows that the robust model is less affected by small
perturbations; however, no difference could be seen when this
perturbation exceeded a certain value. It should be noted that
the poison detection algorithm still detected both static patterns
highlighting that detection is the ideal defense for poisonning
attcks. On the contrary, it should be noted that this detection
algorithm would not work for practical examples where the
pattern isn’t injected in every benign/malicious sample. Table
XI compares the original and robust DNN in the presence of
the scaled down static pattern poisoning attack.

TABLE XI
COMPARING ORIGINAL AND ROBUST MODEL TO STATIC PATTERN

POISONING, SCALED DOWN VERSION.

Model Accuracy Precision Recall F2-Score
Original DNN 77.3% 85.6% 72.5% 71.9%
Robust DNN 90.3% 80.0% 100% 96.4%

For the evasion attack, it could be seen that the robust
model performed substantially better against PGD adversarial
samples. This was mainly due to the model being trained on
PGD adversarial samples during the training process. This
would not have as much of an effect on adversarial samples
generated with other algorithms (C&W, for example). It could
also be seen that the detection algorithms caught all adversarial
examples generated with PGD and FGSM. Table XII shows the
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performance of the robust and original model in the presence
of adversarial examples generated with the PGD algorithm.

TABLE XII
COMPARING ORIGINAL AND ROBUST MODEL ON PGD ADVERSARIAL

EXAMPLES.

Model Accuracy Precision Recall F2-Score
Original DNN 8.5% 17.5% 14.1% 0%
Robust DNN 90.3% 80.0% 100% 96.4%

The performance of the robust model decreased slightly
after training with the regularization terms and doing adversar-
ial training. This is expected since if noise is injected during
the training process, the model will perform better in the
presence of similar noise; however, will perform worse when
there is no noise. Due to the small decrease in the F2-Score
(1%) and the vast increase of performance in the presence
of attacks, it can be deduced that the robust model is more
advantageous.

Finally, it should be emphasized that a DNN is not re-
quired for the use case of detecting SQL injections. It could be
seen that the Naive Bayes algorithm had identical performance
to the DNN. This is due to the simplicity of the patterns across
SQL injections and how easily these can be picked up using
prior probability. The Naive Bayes model should be used in
practice due to the inherent security vulnerabilities present in
DNNs.

Table XIII shows the performance of the original DNN
compared to the performance of the robust DNN on the
original test set.

TABLE XIII
COMPARING PERFORMANCE OF ROBUST DNN VERSUS ORIGINAL DNN

ON TEST SET.

Model Accuracy Precision Recall F2-Score
Original DNN 93% 85.6% 100% 97.4%
Robust DNN 91.2% 82.5% 99.2% 96.4%

IV. CONCLUSION

This work explored the vulnerability of machine learning
models to gradient-based adversarial attacks, which take ad-
vantage of the backpropagation algorithm. Neural networks,
being overly linear, are particularly susceptible to adversarial
perturbations of their inputs. In the context of SQL injection,
improper use of AI technology can lead to serious conse-
quences, from data manipulation to exploitation. Therefore,
it is crucial to quantify and mitigate these risks. Adversarial
robust training serves as an initial step in a broader mitigation
strategy, helping to protect AI systems against input data
perturbations.
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